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Today
• Bayesian models for color

• Rational Speech Acts (RSA)



Colors



Color test
• What color is this?



Color test
• What color is this?



listener

Effective communications

• What you say depend on context and what the listener knows.
• Want to select words that are informative, clear and unambiguous.

speaker

I want the 
green one!

?
Yellowish Green

Lime Green
Light Green

✓



Gricean Maxims
Guidelines for cooperative, effective communication
• Maxim of quantity: Give as much information as need, and no 

more
• Maxim of quality: Provide truthful information, supported by 

evidence
• Maxim of relation: Be relevant, say things pertinent to 

discussion
• Maxim of manner: Be clear, brief and orderly, avoid obscurity 

and ambiguity

To communicate clearly, we must have a shared convention of 
mapping of symbols to meanings.



Grounding color

Is there a true mapping of words to a single 
meaning?
• Given the same word, will two listeners

have the same interpretation?

• Given the same stimuli, will two speakers
choose to use the same word? 

(XKCD color survey, Randall Munroe, https://blog.xkcd.com/2010/05/03/color-survey-results/)

Green



Grounding color
XKCD color survey
• Solicited names >5M random hues
• Got ~2.1M data points from >200K 

participants, with 829 distinct color names

(XKCD color survey, Randall Munroe, https://blog.xkcd.com/2010/05/03/color-survey-results/)

Let’s use a 
probabilistic 
model!

HSV color space



Bayesian model for grounded color semantics
• Model variation in meaning of words
• Given observed HSV color (X) and labels (ksaid), how to 

learn a model of how to name colors?
• Speaker model: P(ksaid | X)

Grounding color

(A Bayesian Model of Grounded Color Semantics, McMahan and Stone, TACL 2015)

Each threshold follow a gamma distribution

Estimated from the Munroe color data



Bayesian model for grounded color semantics
• Model variation in meaning of words
• Given observed HSV color (X) and labels (ksaid), how to 

learn a model of how to name colors?
• Speaker model: P(ksaid | X)

Grounding color

(A Bayesian Model of Grounded Color Semantics, McMahan and Stone, TACL 2015)

Each threshold follow a gamma distribution

Estimated from the Munroe color data



Model color channel (HSV) referred to by a color name k as a noisy box with 
a lower and upper threshold

Bayesian model for grounded color semantics
• Model variation in meaning of words
• Model probability distribution of color being called a given name 

Grounding color

Greenish

(A Bayesian Model of Grounded Color Semantics, McMahan and Stone, TACL 2015)

Thresholds follow a gamma distribution from 
the mean for each dimension

Parameters estimated to maximize 
the log-likelihood of the Munroe color data

<latexit sha1_base64="fcKT7S4sxGUE1HeaaBWHVTgJYls=">AAAB+HicbVBNS8NAEJ3Ur1o/GvXoZbEIHkpJRNRj0UuPFe0HNKFsNtt26WYTdjdCDf0lXjwo4tWf4s1/47bNQVsfDDzem2FmXpBwprTjfFuFtfWNza3idmlnd2+/bB8ctlWcSkJbJOax7AZYUc4EbWmmOe0mkuIo4LQTjG9nfueRSsVi8aAnCfUjPBRswAjWRurb5RB5TCAva1Tvq21v2rcrTs2ZA60SNycVyNHs219eGJM0okITjpXquU6i/QxLzQin05KXKppgMsZD2jNU4IgqP5sfPkWnRgnRIJamhEZz9fdEhiOlJlFgOiOsR2rZm4n/eb1UD679jIkk1VSQxaJBypGO0SwFFDJJieYTQzCRzNyKyAhLTLTJqmRCcJdfXiXt85p7WXPuLir1mzyOIhzDCZyBC1dQhwY0oQUEUniGV3iznqwX6936WLQWrHzmCP7A+vwBG7CSFg==</latexit>

d 2 {H,S, V }



Bayesian model for grounded color semantics
• Model variation in meaning of words
• Probability distribution of denotation for each word

Grounding color Lexicon of Uncertain Color Standards (LUX)
semantic representations of 827 English color labels

Greenish

(A Bayesian Model of Grounded Color Semantics, McMahan and Stone, TACL 2015)

Each threshold follow a gamma distribution

Estimated from the Munroe color data

Yellowish Green



Color test
• What color is this?

What words would a speaker select to 
• indicate each of these colors?
• so that the listener can pick out the correct color given the triplet?



Rational Speech Acts 
Framework



Probablistic Bayesian view

[Pragmatic Language Interpretation as Probabilistic Inference, Goodman and Frank 2016, 
http://langcog.stanford.edu/papers_new/goodman-2016-tics.pdf]



Literal speaker and listeners
• Don’t think about the other party
• Straightforward interpretation
• A bit of notation
• u: utterance, t: world state, 
• M(u,t): meaning function connecting utterance u to world state t

M(u,t) = 1 if u can be used to describe t, 0 otherwise

listenerspeaker

<latexit sha1_base64="HK95Jkuh6gZm48UTHFqjUeYo414=">AAACC3icbVDLSgMxFM3UV62vqks3oUVooZQZEXVZdOPCQgX7gHYYMmnahmYyQ3JHKLV7N/6KGxeKuPUH3Pk3pu0stPVA4HDOvdyc40eCa7Dtbyu1srq2vpHezGxt7+zuZfcPGjqMFWV1GopQtXyimeCS1YGDYK1IMRL4gjX94dXUb94zpXko72AUMTcgfcl7nBIwkpfN3Xg2LgB+wHEJV4u4E6kwghBXC3EJirhWgKKXzdtlewa8TJyE5FGCmpf96nRDGgdMAhVE67ZjR+COiQJOBZtkOrFmEaFD0mdtQyUJmHbHsywTfGyULu6FyjwJeKb+3hiTQOtR4JvJgMBAL3pT8T+vHUPvwh1zGcXAJJ0f6sUCm7DTYnCXK0ZBjAwhVHHzV0wHRBEKpr6MKcFZjLxMGidl56xs357mK5dJHWl0hHKogBx0jiroGtVQHVH0iJ7RK3qznqwX6936mI+mrGTnEP2B9fkDwraXtg==</latexit>

L0(t|u,M) / M(u, t)P (t)
<latexit sha1_base64="5WqbTlhpSJ7wND0RZNPt1dmiZoo=">AAACC3icbVBLS0JBGJ1rL7OX1bLNoARXELk3olpKbdoIRvkAFZk7ztXBuQ9mvgnE3Lfpr7RpUUTb/kC7/k2j3kVpBwYO53wf35zjxYIrcJ xvK7Wyura+kd7MbG3v7O5l9w/qKtKSshqNRCSbHlFM8JDVgINgzVgyEniCNbzh1dRv3DOpeBTewShmnYD0Q+5zSsBI3WzututgW+MHDEVcKeB2LKMYIlyxdREKuGrrQjebd0rODHiZuAnJowTVbvar3YuoDlgIVBClWq4TQ2dMJHAq2CTT1orFhA5Jn7UMDUnAVGc8yzLBx0bpYT+S5oWAZ+rvjTEJlBoFnpkMCAzUojcV//NaGvyLzpiHsQYW0vkhXwtswk6LwT0uGQUxMoRQyc1fMR0QSSiY+jKmBHcx8jKpn5Tcs5Jzc5ovXyZ1pNERyiEbuegcldE1qqIaougRPaNX9GY9WS/Wu/UxH01Zyc4h+gPr8wfPwpe+</latexit>

S0(u|t,M) / M(u, t)P (u)
Assume uniform priors

Example from Understanding the Rational Speech Act model
[Monroe et al, CogSci 2018]

<latexit sha1_base64="G+4jXnbOzKCNptMeU4PmOrB47qs=">AAAB9XicbVDJSgNBEK2JW4xb1KOXxiBEkDAjoh6DXrwIEc0CyRh6Oj1Jk56F7holjPkPLx4U8eq/ePNv7CwHTXxQ8Hiviqp6XiyFRtv+tjILi0vLK9nV3Nr6xuZWfnunpqNEMV5lkYxUw6OaSxHyKgqUvBErTgNP8rrXvxz59QeutIjCOxzE3A1oNxS+YBSNdH/btkkxIU8Ej8j1YTtfsEv2GGSeOFNSgCkq7fxXqxOxJOAhMkm1bjp2jG5KFQom+TDXSjSPKevTLm8aGtKAazcdXz0kB0bpED9SpkIkY/X3REoDrQeBZzoDij09643E/7xmgv65m4owTpCHbLLITyTBiIwiIB2hOEM5MIQyJcythPWoogxNUDkTgjP78jypHZec05J9c1IoX0zjyMIe7EMRHDiDMlxBBarAQMEzvMKb9Wi9WO/Wx6Q1Y01nduEPrM8fkrCQnA==</latexit>

S0(u|t,M)

<latexit sha1_base64="lUXMI4CswKl9Fo5B5fBW+VbbLw4=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoMQQcKuiHoMevEiRDAPSJYwO5kkY2Znl5leISz5By8eFPHq/3jzb5wke9BoQUNR1U13VxBLYdB1v5zc0vLK6lp+vbCxubW9U9zda5go0YzXWSQj3Qqo4VIoXkeBkrdizWkYSN4MRtdTv/nItRGRusdxzP2QDpToC0bRSo3bcnKCx91iya24M5C/xMtICTLUusXPTi9iScgVMkmNaXtujH5KNQom+aTQSQyPKRvRAW9bqmjIjZ/Orp2QI6v0SD/SthSSmfpzIqWhMeMwsJ0hxaFZ9Kbif147wf6lnwoVJ8gVmy/qJ5JgRKavk57QnKEcW0KZFvZWwoZUU4Y2oIINwVt8+S9pnFa884p7d1aqXmVx5OEADqEMHlxAFW6gBnVg8ABP8AKvTuQ8O2/O+7w152Qz+/ALzsc3gkyObg==</latexit>

M(u, t)

<latexit sha1_base64="s11Ax/2pn90xJX5XofSvZc9SSu8=">AAAB+HicbVBNS8NAEJ3Ur1o/GvXoZbEIFaQkIuqx6MWDQgX7AW0Im+22XbrZhN2NUGN/iRcPinj1p3jz37htc9DWBwOP92aYmRfEnCntON9Wbml5ZXUtv17Y2NzaLto7uw0VJZLQOol4JFsBVpQzQeuaaU5bsaQ4DDhtBsOrid98oFKxSNzrUUy9EPcF6zGCtZF8u3jjO6is0RNKjtHtEfLtklNxpkCLxM1ICTLUfPur041IElKhCcdKtV0n1l6KpWaE03GhkygaYzLEfdo2VOCQKi+dHj5Gh0bpol4kTQmNpurviRSHSo3CwHSGWA/UvDcR//Paie5deCkTcaKpILNFvYQjHaFJCqjLJCWajwzBRDJzKyIDLDHRJquCCcGdf3mRNE4q7lnFuTstVS+zOPKwDwdQBhfOoQrXUIM6EEjgGV7hzXq0Xqx362PWmrOymT34A+vzB1iBkPA=</latexit>

L0(t|u,M)

u \ t

blue 1/2 1/2

cyan 1 0

u \ t

blue 1/2 1

cyan 1/2 0

u \ t

blue 1 1

cyan 1 0

Reflex



Pragmatic listener and speaker
• Pragmatics: how context contributes to meaning
• any non-local meaning phenomena

“Can you pass the salt?”
“Is he 21?”        “Yes, he’s 25.”

• Model mental state of the other party

listenerspeaker

Literal version: “Is he older than 21?”

Literal version: “Can you 
pass the container with 
the salt in it?”

Conversational implicatures



Pragmatic listener and speaker

listenerspeaker

<latexit sha1_base64="5WqbTlhpSJ7wND0RZNPt1dmiZoo=">AAACC3icbVBLS0JBGJ1rL7OX1bLNoARXELk3olpKbdoIRvkAFZk7ztXBuQ9mvgnE3Lfpr7RpUUTb/kC7/k2j3kVpBwYO53wf35zjxYIrcJ xvK7Wyura+kd7MbG3v7O5l9w/qKtKSshqNRCSbHlFM8JDVgINgzVgyEniCNbzh1dRv3DOpeBTewShmnYD0Q+5zSsBI3WzututgW+MHDEVcKeB2LKMYIlyxdREKuGrrQjebd0rODHiZuAnJowTVbvar3YuoDlgIVBClWq4TQ2dMJHAq2CTT1orFhA5Jn7UMDUnAVGc8yzLBx0bpYT+S5oWAZ+rvjTEJlBoFnpkMCAzUojcV//NaGvyLzpiHsQYW0vkhXwtswk6LwT0uGQUxMoRQyc1fMR0QSSiY+jKmBHcx8jKpn5Tcs5Jzc5ovXyZ1pNERyiEbuegcldE1qqIaougRPaNX9GY9WS/Wu/UxH01Zyc4h+gPr8wfPwpe+</latexit>

S0(u|t,M) / M(u, t)P (u)

<latexit sha1_base64="qmMYYNaDRvjz6/VUrEdUvvI4lTA=">AAACDnicbVC7SgNBFJ2Nrxhfq5Y2gyEQQcKuiFoGbSwUIpoHJMsyO5kkQ2YfzNwVwpovsPFXbCwUsbW282+cTbbQxAMDh3Pu5c45XiS4Asv6NnILi0vLK/nVwtr6xuaWub3TUGEsKavTUISy5RHFBA9YHTgI1ookI74nWNMbXqR+855JxcPgDkYRc3zSD3iPUwJacs3SlWvjMuAHHB/i6wPciWQYQYhvXQuXYy1DKrtm0apYE+B5YmekiDLUXPOr0w1p7LMAqCBKtW0rAichEjgVbFzoxIpFhA5Jn7U1DYjPlJNM4oxxSStd3AulfgHgifp7IyG+UiPf05M+gYGa9VLxP68dQ+/MSXgQxcACOj3UiwXWedNucJdLRkGMNCFUcv1XTAdEEgq6wYIuwZ6NPE8aRxX7pGLdHBer51kdebSH9lEZ2egUVdElqqE6ougRPaNX9GY8GS/Gu/ExHc0Z2c4u+gPj8wdSJph+</latexit>

L1(t|u,M) / S0(u|t,M)

<latexit sha1_base64="dfdu9mmIjzGuKxGN2S0No096rKw=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAQiSNgNopZBGwuFiOYBybLMTmaTIbMPZu4KIeYLbPwVGwtFbK3t/Btnky008cDA4Zx7uXOOFwuuwLK+jYXFpeWV1dxafn1jc2vb3NltqCiRlNVpJCLZ8ohigoesDhwEa8WSkcATrOkNLlK/ec+k4lF4B8OYOQHphdznlICWXLN461ZwKcEPGI7w9SHuxDKKIcJXro1LoOUklV2zYJWtCfA8sTNSQBlqrvnV6UY0CVgIVBCl2rYVgzMiEjgVbJzvJIrFhA5Ij7U1DUnAlDOaxBnjola62I+kfiHgifp7Y0QCpYaBpycDAn0166Xif147Af/MGfEwToCFdHrITwTWedNucJdLRkEMNSFUcv1XTPtEEgq6wbwuwZ6NPE8albJ9UrZujgvV86yOHNpHB6iEbHSKqugS1VAdUfSIntErejOejBfj3fiYji4Y2c4e+gPj8wdV/JiA</latexit>

S2(u|t,M) / L1(t|u,M)

<latexit sha1_base64="Yg5g+VSCr8PcHElEFPM/GwWRnkE=">AAAB+HicbVBNS8NAEN3Ur1o/GvXoZbEIFaQkIuqx6MWDQgX7AW0Im+22XbrZhN2JUGN/iRcPinj1p3jz37htc9DWBwOP92aYmRfEgmtwnG8rt7S8srqWXy9sbG5tF+2d3YaOEkVZnUYiUq2AaCa4ZHXgIFgrVoyEgWDNYHg18ZsPTGkeyXsYxcwLSV/yHqcEjOTbxRvfxWXATzg5xrdH2LdLTsWZAi8SNyMllKHm21+dbkSTkEmggmjddp0YvJQo4FSwcaGTaBYTOiR91jZUkpBpL50ePsaHRuniXqRMScBT9fdESkKtR2FgOkMCAz3vTcT/vHYCvQsv5TJOgEk6W9RLBIYIT1LAXa4YBTEyhFDFza2YDogiFExWBROCO//yImmcVNyzinN3WqpeZnHk0T46QGXkonNURdeohuqIogQ9o1f0Zj1aL9a79TFrzVnZzB76A+vzB1oRkPE=</latexit>

L1(t|u,M)

<latexit sha1_base64="SVB1s/0/k8YINlL6F+fMmD0uEP8=">AAAB9XicbVDJSgNBEK1xjXGLevTSGIQIEmaCqMegFy9CRLNAMoaeTk/SpGehu0YJY/7DiwdFvPov3vwbO8tBEx8UPN6roqqeF0uh0ba/rYXFpeWV1cxadn1jc2s7t7Nb01GiGK+ySEaq4VHNpQh5FQVK3ogVp4Ened3rX478+gNXWkThHQ5i7ga0GwpfMIpGur9tl0ghIU8Ej8n1UTuXt4v2GGSeOFOShykq7dxXqxOxJOAhMkm1bjp2jG5KFQom+TDbSjSPKevTLm8aGtKAazcdXz0kh0bpED9SpkIkY/X3REoDrQeBZzoDij09643E/7xmgv65m4owTpCHbLLITyTBiIwiIB2hOEM5MIQyJcythPWoogxNUFkTgjP78jyplYrOadG+OcmXL6ZxZGAfDqAADpxBGa6gAlVgoOAZXuHNerRerHfrY9K6YE1n9uAPrM8flc6Qng==</latexit>

S2(u|t,M)

<latexit sha1_base64="G+4jXnbOzKCNptMeU4PmOrB47qs=">AAAB9XicbVDJSgNBEK2JW4xb1KOXxiBEkDAjoh6DXrwIEc0CyRh6Oj1Jk56F7holjPkPLx4U8eq/ePNv7CwHTXxQ8Hiviqp6XiyFRtv+tjILi0vLK9nV3Nr6xuZWfnunpqNEMV5lkYxUw6OaSxHyKgqUvBErTgNP8rrXvxz59QeutIjCOxzE3A1oNxS+YBSNdH/btkkxIU8Ej8j1YTtfsEv2GGSeOFNSgCkq7fxXqxOxJOAhMkm1bjp2jG5KFQom+TDXSjSPKevTLm8aGtKAazcdXz0kB0bpED9SpkIkY/X3REoDrQeBZzoDij09643E/7xmgv65m4owTpCHbLLITyTBiIwiIB2hOEM5MIQyJcythPWoogxNUDkTgjP78jypHZec05J9c1IoX0zjyMIe7EMRHDiDMlxBBarAQMEzvMKb9Wi9WO/Wx6Q1Y01nduEPrM8fkrCQnA==</latexit>

S0(u|t,M)

u \ t

blue 1/2 1

cyan 1/2 0

u \ t

blue 1/3 2/3

cyan 1 0

u \ t

blue 1/4 1

cyan 3/4 0

Rational

Example from Understanding the Rational Speech Act model



speaker

Pragmatic speaker and listener

listener

<latexit sha1_base64="HK95Jkuh6gZm48UTHFqjUeYo414=">AAACC3icbVDLSgMxFM3UV62vqks3oUVooZQZEXVZdOPCQgX7gHYYMmnahmYyQ3JHKLV7N/6KGxeKuPUH3Pk3pu0stPVA4HDOvdyc40eCa7Dtbyu1srq2vpHezGxt7+zuZfcPGjqMFWV1GopQtXyimeCS1YGDYK1IMRL4gjX94dXUb94zpXko72AUMTcgfcl7nBIwkpfN3Xg2LgB+wHEJV4u4E6kwghBXC3EJirhWgKKXzdtlewa8TJyE5FGCmpf96nRDGgdMAhVE67ZjR+COiQJOBZtkOrFmEaFD0mdtQyUJmHbHsywTfGyULu6FyjwJeKb+3hiTQOtR4JvJgMBAL3pT8T+vHUPvwh1zGcXAJJ0f6sUCm7DTYnCXK0ZBjAwhVHHzV0wHRBEKpr6MKcFZjLxMGidl56xs357mK5dJHWl0hHKogBx0jiroGtVQHVH0iJ7RK3qznqwX6936mI+mrGTnEP2B9fkDwraXtg==</latexit>

L0(t|u,M) / M(u, t)P (t)

<latexit sha1_base64="QoHmo+UqgO6OZiXTcs/KPtrTzNw=">AAACDnicbVC7SgNBFJ2Nrxhfq5Y2gyEQQcKuiFoGbSwUIpoHJMsyO5kkQ2YfzNwVwpovsPFXbCwUsbW282+cTbbQxAMDh3Pu5c45XiS4Asv6NnILi0vLK/nVwtr6xuaWub3TUGEsKavTUISy5RHFBA9YHTgI1ookI74nWNMbXqR+855JxcPgDkYRc3zSD3iPUwJacs3SrWvjcowfMBzi6wPciWQYQYivXAuXQctxKrtm0apYE+B5YmekiDLUXPOr0w1p7LMAqCBKtW0rAichEjgVbFzoxIpFhA5Jn7U1DYjPlJNM4oxxSStd3AulfgHgifp7IyG+UiPf05M+gYGa9VLxP68dQ+/MSXgQxcACOj3UiwXWedNucJdLRkGMNCFUcv1XTAdEEgq6wYIuwZ6NPE8aRxX7pGLdHBer51kdebSH9lEZ2egUVdElqqE6ougRPaNX9GY8GS/Gu/ExHc0Z2c4u+gPj8wdSx5h+</latexit>

S1(u|t,M) / L0(t|u,M)

<latexit sha1_base64="ks+yb/XJTHm+n1u2wEz0iWH5NXc=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAQiSNgNopZBGwuFiOYBybLMTmaTIbMPZu4KIeYLbPwVGwtFbK3t/Btnky008cDA4Zx7uXOOFwuuwLK+jYXFpeWV1dxafn1jc2vb3NltqCiRlNVpJCLZ8ohigoesDhwEa8WSkcATrOkNLlK/ec+k4lF4B8OYOQHphdznlICWXLN45VZwCfADTo7w9SHuxDKKIcK3ro1LiZYhlV2zYJWtCfA8sTNSQBlqrvnV6UY0CVgIVBCl2rYVgzMiEjgVbJzvJIrFhA5Ij7U1DUnAlDOaxBnjola62I+kfiHgifp7Y0QCpYaBpycDAn0166Xif147Af/MGfEwToCFdHrITwTWedNucJdLRkEMNSFUcv1XTPtEEgq6wbwuwZ6NPE8albJ9UrZujgvV86yOHNpHB6iEbHSKqugS1VAdUfSIntErejOejBfj3fiYji4Y2c4e+gPj8wdVW5iA</latexit>

L2(t|u,M) / S1(u|t,M)

<latexit sha1_base64="s11Ax/2pn90xJX5XofSvZc9SSu8=">AAAB+HicbVBNS8NAEJ3Ur1o/GvXoZbEIFaQkIuqx6MWDQgX7AW0Im+22XbrZhN2NUGN/iRcPinj1p3jz37htc9DWBwOP92aYmRfEnCntON9Wbml5ZXUtv17Y2NzaLto7uw0VJZLQOol4JFsBVpQzQeuaaU5bsaQ4DDhtBsOrid98oFKxSNzrUUy9EPcF6zGCtZF8u3jjO6is0RNKjtHtEfLtklNxpkCLxM1ICTLUfPur041IElKhCcdKtV0n1l6KpWaE03GhkygaYzLEfdo2VOCQKi+dHj5Gh0bpol4kTQmNpurviRSHSo3CwHSGWA/UvDcR//Paie5deCkTcaKpILNFvYQjHaFJCqjLJCWajwzBRDJzKyIDLDHRJquCCcGdf3mRNE4q7lnFuTstVS+zOPKwDwdQBhfOoQrXUIM6EEjgGV7hzXq0Xqx362PWmrOymT34A+vzB1iBkPA=</latexit>

L0(t|u,M)

<latexit sha1_base64="KMyaY8HTkcklxc6ymvmGUw+CsC4=">AAAB9XicbVDJSgNBEK2JW4xb1KOXxiBEkDAjoh6DXrwIEc0CyRh6Oj1Jk56F7holjPkPLx4U8eq/ePNv7CwHTXxQ8Hiviqp6XiyFRtv+tjILi0vLK9nV3Nr6xuZWfnunpqNEMV5lkYxUw6OaSxHyKgqUvBErTgNP8rrXvxz59QeutIjCOxzE3A1oNxS+YBSNdH/bdkgxIU8Ej8j1YTtfsEv2GGSeOFNSgCkq7fxXqxOxJOAhMkm1bjp2jG5KFQom+TDXSjSPKevTLm8aGtKAazcdXz0kB0bpED9SpkIkY/X3REoDrQeBZzoDij09643E/7xmgv65m4owTpCHbLLITyTBiIwiIB2hOEM5MIQyJcythPWoogxNUDkTgjP78jypHZec05J9c1IoX0zjyMIe7EMRHDiDMlxBBarAQMEzvMKb9Wi9WO/Wx6Q1Y01nduEPrM8flD+QnQ==</latexit>

S1(u|t,M)

u \ t

blue 1/3 1

cyan 2/3 0 u \ t

blue 1/2 1/2

cyan 1 0

u \ t

blue 1/4 3/4

cyan 1 0

<latexit sha1_base64="RhhxinRe83RNcDZyR37FFah0fCM=">AAAB9XicbVDJSgNBEK1xjXGLevTSGIQIEmaCqMegFw8KEcwCyRh6Oj1Jk56F7holjPkPLx4U8eq/ePNv7CwHTXxQ8Hiviqp6XiyFRtv+thYWl5ZXVjNr2fWNza3t3M5uTUeJYrzKIhmphkc1lyLkVRQoeSNWnAae5HWvfzny6w9caRGFdziIuRvQbih8wSga6f66XSIFJE8kOSY3R+1c3i7aY5B54kxJHqaotHNfrU7EkoCHyCTVuunYMbopVSiY5MNsK9E8pqxPu7xpaEgDrt10fPWQHBqlQ/xImQqRjNXfEykNtB4EnukMKPb0rDcS//OaCfrnbirCOEEesskiP5EEIzKKgHSE4gzlwBDKlDC3EtajijI0QWVNCM7sy/OkVio6p0X79iRfvpjGkYF9OIACOHAGZbiCClSBgYJneIU369F6sd6tj0nrgjWd2YM/sD5/AIrTkJc=</latexit>

L2(t|u,M)

Example from Understanding the Rational Speech Act model



Converged speaker-listener model

After many iterations

u \ t

blue 0 1

cyan 1 0

A more complex example

Example from Understanding the Rational Speech Act model

S0 Sn



Moustache, Glasses, Hat example

u \ t

moustache 1 1 0

glasses 0 1 1

hat 0 0 1

<latexit sha1_base64="lUXMI4CswKl9Fo5B5fBW+VbbLw4=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoMQQcKuiHoMevEiRDAPSJYwO5kkY2Znl5leISz5By8eFPHq/3jzb5wke9BoQUNR1U13VxBLYdB1v5zc0vLK6lp+vbCxubW9U9zda5go0YzXWSQj3Qqo4VIoXkeBkrdizWkYSN4MRtdTv/nItRGRusdxzP2QDpToC0bRSo3bcnKCx91iya24M5C/xMtICTLUusXPTi9iScgVMkmNaXtujH5KNQom+aTQSQyPKRvRAW9bqmjIjZ/Orp2QI6v0SD/SthSSmfpzIqWhMeMwsJ0hxaFZ9Kbif147wf6lnwoVJ8gVmy/qJ5JgRKavk57QnKEcW0KZFvZWwoZUU4Y2oIINwVt8+S9pnFa884p7d1aqXmVx5OEADqEMHlxAFW6gBnVg8ABP8AKvTuQ8O2/O+7w152Qz+/ALzsc3gkyObg==</latexit>

M(u, t)

u \ t

moustache 1 1/2 0

glasses 0 1/2 1/2

hat 0 0 1/2

u \ t

moustache 1/2 1/2 0

glasses 0 1/2 1/2

hat 0 0 1

<latexit sha1_base64="s11Ax/2pn90xJX5XofSvZc9SSu8=">AAAB+HicbVBNS8NAEJ3Ur1o/GvXoZbEIFaQkIuqx6MWDQgX7AW0Im+22XbrZhN2NUGN/iRcPinj1p3jz37htc9DWBwOP92aYmRfEnCntON9Wbml5ZXUtv17Y2NzaLto7uw0VJZLQOol4JFsBVpQzQeuaaU5bsaQ4DDhtBsOrid98oFKxSNzrUUy9EPcF6zGCtZF8u3jjO6is0RNKjtHtEfLtklNxpkCLxM1ICTLUfPur041IElKhCcdKtV0n1l6KpWaE03GhkygaYzLEfdo2VOCQKi+dHj5Gh0bpol4kTQmNpurviRSHSo3CwHSGWA/UvDcR//Paie5deCkTcaKpILNFvYQjHaFJCqjLJCWajwzBRDJzKyIDLDHRJquCCcGdf3mRNE4q7lnFuTstVS+zOPKwDwdQBhfOoQrXUIM6EEjgGV7hzXq0Xqx362PWmrOymT34A+vzB1iBkPA=</latexit>

L0(t|u,M)

<latexit sha1_base64="G+4jXnbOzKCNptMeU4PmOrB47qs=">AAAB9XicbVDJSgNBEK2JW4xb1KOXxiBEkDAjoh6DXrwIEc0CyRh6Oj1Jk56F7holjPkPLx4U8eq/ePNv7CwHTXxQ8Hiviqp6XiyFRtv+tjILi0vLK9nV3Nr6xuZWfnunpqNEMV5lkYxUw6OaSxHyKgqUvBErTgNP8rrXvxz59QeutIjCOxzE3A1oNxS+YBSNdH/btkkxIU8Ej8j1YTtfsEv2GGSeOFNSgCkq7fxXqxOxJOAhMkm1bjp2jG5KFQom+TDXSjSPKevTLm8aGtKAazcdXz0kB0bpED9SpkIkY/X3REoDrQeBZzoDij09643E/7xmgv65m4owTpCHbLLITyTBiIwiIB2hOEM5MIQyJcythPWoogxNUDkTgjP78jypHZec05J9c1IoX0zjyMIe7EMRHDiDMlxBBarAQMEzvMKb9Wi9WO/Wx6Q1Y01nduEPrM8fkrCQnA==</latexit>

S0(u|t,M)

u \ t

moustache 1 0 0

glasses 0 1 0

hat 0 0 1

Example from Implicatures and Nested Beliefs in Approximate Decentralized-POMDPs, Vogel et al, ACL 2013 

Converged model



Do we need to keep recursing?
• Can be 

computationally 
expensive
• Let’s consider basic 

level 1 speaker and 
listener models



Spatial references

Example from Implicatures and Nested Beliefs in Approximate Decentralized-POMDPs, Vogel et al, ACL 2013 

Literal listener (level 0)

Pragmatic listener (level 1) Human speakers



Speaker listener in 
applications

(research papers)



Spatial relations
Consider only use spatial relations 
wrt to other objects to indicate (pick 
out) an object
• (i.e. do not say it is a vase or 

mention its color or other inherent 
properties)

How to indicate O1?
• Requires modeling listener
• “right of O2” is not sufficient to 

disambiguate the object

A Game-Theoretic Approach to Generating Spatial Descriptions, Golland et al, EMNLP 2010



Can you give me the 
orange book on top?



Can you give me the 
orange book on top?

What to say? What did he mean?

the book?
the orange book?

Need mental model of the other person 

Referring Expression 
Comprehension

Referring Expression 
Generation



Referring expression generation
• Input: Image 𝐼 with region 𝑅
• Output: Description 𝑆∗

Similar to standard image captioning task except input is a 
region in additional to the full image 
• The full image / surrounding objects are used as context

orange book on top

<latexit sha1_base64="YqFyD3U9liCO+Bx+IRvWnzAfobI=">AAACBHicbVDLSsNAFJ34rPUVddnNYBGqSElE1I1QdKO7au0Dmhgm02k7dCYJMxOxxC7c+CtuXCji1o9w5984bbPQ1gMXDufcy733+BGjUlnWtzEzOze/sJhZyi6vrK6tmxubNRnGApMqDlkoGj6ShNGAVBVVjDQiQRD3Gan7vfOhX78jQtIwuFH9iLgcdQLaphgpLXlmrnK7B08dJDrQ4ejeq0BYLlQervcvd6Fn5q2iNQKcJnZK8iBF2TO/nFaIY04ChRmSsmlbkXITJBTFjAyyTixJhHAPdUhT0wBxIt1k9MQA7milBduh0BUoOFJ/TySIS9nnvu7kSHXlpDcU//OasWqfuAkNoliRAI8XtWMGVQiHicAWFQQr1tcEYUH1rRB3kUBY6dyyOgR78uVpUjso2kdF6+owXzpL48iAHNgGBWCDY1ACF6AMqgCDR/AMXsGb8WS8GO/Gx7h1xkhntsAfGJ8/vbeVlw==</latexit>

S⇤ = argmax
S

P (S|R, I) L0 Speaker



Referring expression comprehension
• Input: Image 𝐼 with description 𝑆

Generate candidate regions 𝐶
• Output: Region 𝑅∗

orange book on top

Bayes Rule

<latexit sha1_base64="dmoGnizvMNPkQMMa+v41GMGaM2U=">AAACC3icbVDLSsNAFJ3UV62vqEs3Q4tQRUoiom6EYje6q9U+oIllMp22QyeTMDMRS+zejb/ixoUibv0Bd/6N0zYLbT1w4XDOvdx7jxcyKpVlfRupufmFxaX0cmZldW19w9zcqskgEphUccAC0fCQJIxyUlVUMdIIBUG+x0jd65dGfv2OCEkDfqMGIXF91OW0QzFSWmqZ2crtPjxzkOhCx0f3rbjiUA5LQwjL+crD9cHlHmyZOatgjQFniZ2QHEhQbplfTjvAkU+4wgxJ2bStULkxEopiRoYZJ5IkRLiPuqSpKUc+kW48/mUId7XShp1A6OIKjtXfEzHypRz4nu70kerJaW8k/uc1I9U5dWPKw0gRjieLOhGDKoCjYGCbCoIVG2iCsKD6Voh7SCCsdHwZHYI9/fIsqR0W7OOCdXWUK54ncaTBDsiCPLDBCSiCC1AGVYDBI3gGr+DNeDJejHfjY9KaMpKZbfAHxucP59iYaQ==</latexit>

R⇤ = argmax
R2C

P (R|S, I)

<latexit sha1_base64="w6YFIKOPksbZGb8WzzH+rYPxYTM="></latexit>

P (R|S, I) = P (S|R, I)P (R|I)P
R02C P (S|R0, I)P (R0|I)

L1 Listener



Jointly modeling speakers and listeners for 
referring expressions

Generation and comprehension of unambiguous object descriptions, Mao et al, CVPR 2016

• Will training jointly 
result in more 
discriminative 
descriptions?



Jointly modeling speakers and listeners for 
referring expressions

Generation and comprehension of unambiguous object descriptions, Mao et al, CVPR 2016

Compare various training strategies
• Maximum Likelihood

• Maximum Mutual Information

• Max-Margin MMI

Same as maximizing mutual information between 
speaker and listener (assuming 𝑝(𝑅) is uniform)

L0 Speaker

L1 Listener

Evaluate using localization with 
GT vs generated description with 
IoU@0.5



Generation and comprehension of unambiguous object descriptions, Mao et al, CVPR 2016

Baseline

Full modelExample generated captions

Jointly modeling speakers and listeners for 
referring expressions

Example localizations



Jointly modeling speakers and listeners for 
referring expressions

Generation and comprehension of unambiguous object descriptions, Mao et al, CVPR 2016

Ensemble

• Semi-supervised 
training
• Generated 

descriptions 
bounding boxes

Use ensembled model to 
filter out poor generated 
descriptions

Maybe not help that much



Visual grounding in 3D scans
• Unified framework that detects objects and describes (speaker) and 

discriminates (listener)
• Speaker can be used to generate captions for objects without 

annotated descriptions

D3Net: A Speaker-Listener Architecture for Semi-supervised Captioning and Visual Grounding in RGB-D Scans, Chen et al, 2021



Visual grounding in 3D scans

C@0.5IoU B-4@0.5IoU M@0.5IoU R@0.5IoU mAP@0.5
Scan2Cap 39.08 23.32 21.97 44.78 36.13
Ours (MLE) 46.07 30.29 24.35 51.67 50.93
Ours (CiDEr) 60.93 34.36 25.12 52.26 51.44
Ours (CiDEr+loc.) 61.30 34.50 25.25 52.80 52.07
Ours (CiDEr+loc.+lobjcls.) 61.50 35.05 25.48 53.31 52.58
Ours (w/ 0.1x extra data) 61.91 35.03 25.38 53.25 52.64
Ours (w/ 0.5x extra data) 62.36 35.54 25.43 53.67 53.17
Ours (w/ 1x extra data) 62.64 35.68 25.72 53.90 53.97

D3Net: A Speaker-Listener Architecture for Semi-supervised Captioning and Visual Grounding in RGB-D Scans, Chen et al, 2021

Captioning Metrics (CiDER, BLEU-4, METEOR, ROUGE) Localization



ShapeGlot

ShapeGlot: Learning Language for Shape Differentiation, Achlioptas et al, ICCV 2019



Vision-language navigation

Speaker-Follower Models for Vision-and-Language Navigation, Fried et al, NIPS 2018



Data-augmentation for VLN

Speaker-Follower Models for Vision-and-Language Navigation, Fried et al, NIPS 2018



Cooperative task: localization
• Asymmetric knowledge and abilities
• Goal: Locater guess where the observer is

Where Are You? Localization from Embodied Dialog, Hahn et al, EMNLP 2020

Observer: Egocentric view, can move aroundLocator: Has access to top down map, 
need to predict current position of the observer



LingUNet based architecture
• Convolutional encoder-decoder with language modulated skip-

connections
• Convolution weights are predicted from dialog encoding
• Trained to minimize KL-divergence between GT and predicted locations 

Where Are You? Localization from Embodied Dialog, Hahn et al, EMNLP 2020



Collaborative task: gather cards 
• Asymmetric knowledge and abilities 
• Goal: Leader + follower collect a set (3 cards)
• Get a point (+ more turns) for every set (distinct shape, color, count)

Executing Instructions in Situated Collaborative Interactions, Suhr et al, EMNLP 2019

Leader: Can see entire 
environments but has less steps 
per turn

Follower: Egocentric view, 3 more 
steps per turn than leader. 

Both: Can take actions (move, 
stop) and communicate (special 
action)



LingUNet based architecture
• Predict where to go next and generate action based on that

Executing Instructions in Situated Collaborative Interactions, Suhr et al, EMNLP 2019



Multi-agent communication
• Simulate speakers and listeners and see what happens
• Emergent communications!
• Collaborate task: two bots communicate about simple shapes
• A-Bot: access to colored shape with a specific style
• Q-Bot: knows specific task (attributes it needs to output) and ask A-Bot 

questions until it can guess the 2 attributes of interest

Natural Language Does Not Emerge ‘Naturally’ in Multi-Agent Dialog, Kottur et al, EMNLP 2017

Goal: Guess ordered attributes
Communication: Some token from a 
vocabulary

Total of 64 possible shape/color/style 
combinations



Multi-agent communication
• Each Bot has speaker and listener components
• Separate vocabularies for Q-Bot (green) and A-Bot (pink) 
• Two rounds of communication
• Trained using REINFORCE (maximize Q-Bot accuracy)

Natural Language Does Not Emerge ‘Naturally’ in Multi-Agent Dialog, Kottur et al, EMNLP 2017



Multi-agent communication
• Key Findings
• Compositionality emerges only with restricted vocabulary

Natural Language Does Not Emerge ‘Naturally’ in Multi-Agent Dialog, Kottur et al, EMNLP 2017

Large vocabulary (|𝑉!| = |𝑉"| = 64) Small vocabulary (|𝑉!| = 3, |𝑉"| = 12)

A-Bot ignores Q-Bot, communicate using large 
“codebook of” instance to tokens, multiple token pairs 
can map to same instance

Q-Bot use first round to communicate task (ignoring 
order).  A-Bot use set partitioning strategy to convey 16 
options (meaning of tokens change across rounds).



Multi-agent communication
• Memory-less A-bot
• Consistent and grounded language emerges

Natural Language Does Not Emerge ‘Naturally’ in Multi-Agent Dialog, Kottur et al, EMNLP 2017

Small vocabulary (|𝑉!| = 3, |𝑉"| = 4)



Summary
• Speaker-listener
• RSA: Mental model of the other agent
• Full model computationally expensive and may not be 

necessary
• Simulate speakers and listener à emergent communications



Next time

• Paper presentations (4/4)
• CLIPORT: What and Where Pathways for Robotic Manipulation 

(Michael)
• The Emergence of the Shape Bias Results from Communicative 

Efficiency (Brian)

• Wednesday (4/6): Project presentations


